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Abstract—In this paper, we introduce a basic conceptual model
of real-time collaborative editing systems which differentiates the
coordination aspect of actions (which do not exist in single-user
systems) from the application-dependent semantic aspect of ac-
tions (i.e., those actions that happen in single-user systems). Based
on this model, a new taxonomy is provided to analyze the exist-
ing consistency-maintenance mechanisms and highlight potential
new mechanisms. Furthermore, a new user-centered consistency
model is proposed, which focuses on dynamic consistency that is
negotiable among end users rather than static consistency that
is automatically determined by the system. In the mean time,
some challenging research issues in real-time collaborative editing
systems are outlined.

Index Terms—Collaborative work, conflict resolution, consis-
tency maintenance, multiuser negotiation.

I. INTRODUCTION

D ISTRIBUTED real-time collaborative editing systems
(or real-time group editors) support multiple users to view

and edit the same document concurrently from geographically
dispersed sites connected by a communication network [1], [2].
They reduce the time required to complete a task by avoiding
the overhead of merging different versions of the same docu-
ment into one.

Consistency maintenance is a major issue in the design
of group editors, which have inherited many consistency-
maintenance mechanisms from traditional database systems,
where the basic principle is conflict prevention [1]–[3]. Gen-
erally, this is in contradiction to the spirit of collaboration.
Theoretically, conflicts are inevitable in collaborative work.
Conflicts may not necessarily be destructive to the collaboration
process. Instead, they may contribute to the emergence of
group intentions. With collaborative authoring on a document,
discussion and negotiation play a major role in the formation
of the document. Therefore, conflict control and negotiation
support are important issues in the design of groupware systems
in general and group editors in particular [4].

There have been some efforts in proposing techniques for
consistency maintenance in real-time group editors which take
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into account human users’ intentions and are particularly suit-
able for wide area network environments like the Internet
[4]–[10]. However, it is not clear how these techniques are
related to the traditional ones invented for database systems.
It is necessary first to have an analytical framework to system-
atically examine the existing consistency-maintenance mecha-
nisms, which may shed light on new research directions.

In this paper, we advocate a shift of consistency-maintenance
strategies from conflict prevention to conflict control (cure
or management), and a shift of consistency-maintenance
mechanisms from system-based automatic conflict resolution
to user-centered negotiation support. Our major concern is
the intentions of human users rather than the predetermined
behavior of the systems. We observe that the existing research
work has not sufficiently taken into account human users’ in-
volvement in the evolution of consistent documents. Therefore,
it is necessary to investigate how users perceive consistency and
how systems can support the users. This calls for a new user-
centered consistency model.

The rest of this paper is organized as follows. Section II
proposes a conceptual model of real-time collaborative edit-
ing systems. Section III presents a taxonomy to classify
existing consistency-maintenance mechanisms. Section IV dis-
cusses our view in a user-centered consistency model. Some
new research issues in consistency maintenance in real-time
collaborative editing systems are outlined in Sections III
and IV. Section V concludes the paper with a summary.

II. CONCEPTUAL MODEL OF REAL-TIME

COLLABORATIVE EDITING SYSTEMS

In this section, we propose a conceptual model to capture
the characteristics of user actions and interactions in order to
understand how users collaborate to reach a common goal.

A. Generalized Single-User Editing

There are many interaction functions, such as browsing,
editing, tailoring, and annotating functions, provided in single-
user editors. By activating browsing functions, a user can view
various parts and structure of the document under editing. Edit-
ing functions are used to change the document, such as “insert
a character into a particular position.” Tailoring functions are
used to modify the setting of browsing and editing functions,
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Fig. 1. Conceptual model of real-time groupware systems.

i.e., to configure the application. By reflecting on the current
state and potential changes to the data items in a document,
a user may annotate them in order to explain their modification
or provide alternative modifications.

Each of the interaction functions has a corresponding cate-
gory of user actions. Therefore, an application can be modeled
by its data, view, and a set of interaction functions, i.e., brows-
ing, editing, tailoring, and annotating functions.

B. Generalized Multiuser Editing

We can extend the generalized single-user editing model
into a multiuser editing model by providing communication
and collaboration supports among individual applications. A
conceptual model of real-time groupware systems is illustrated
in Fig. 1. Each user directly interacts with their own replica
(copy) of the application and indirectly with others’ copies,
i.e., we assume a fully replicated architecture such that the
responsiveness of user’s operations can be guaranteed [11].

Communication and collaboration supports consist of mech-
anisms for supporting flexible communications and for main-
taining consistency. Flexible communications are used to model
various aspects of group communications, i.e., who commu-
nicates what to whom, when, and how. The mechanism for
maintaining consistency depends on the configured commu-
nication mechanism. Similarly, whether user’s actions affect
remote applications depends on the current configuration of
communication and collaboration supports.

After being generated, an editing operation can be sent im-
mediately to facilitate the mutual awareness of multiple users,
or delayed for a period of time in order to be batched with other
operations for the sake of efficiency of channel utilization or
atomicity of multiple operations [12]. In many group editors,
only the editing operation itself instead of its execution effect
is propagated, which is different from that in most replicated
database systems [13].

If browsing actions are not propagated (i.e., they are local-
ized), one user’s view is independent of another’s. Users can
browse a document asynchronously. Being propagated to re-

mote sites, browsing actions can be used in two different ways.
If they are treated as awareness information and not executed
at remote sites, the browsing is still nonsynchronous. However,
if they are executed immediately at remote sites, the system is
tightly coupled, and the browsing or playing is synchronized.
If the browsing actions are not properly coordinated among the
users, “window wars” and “scroll wars” will occur [14].

Tailoring (or configuring) is similar to browsing with respect
to synchronization. Since tailoring is a metafunction, it would
be more conceivable to assign the access right to a particular
role in order to avoid tailoring wars caused by users concur-
rently configuring the same function.

In group settings, annotating can be used as a mechanism
for commenting on other users’ work or for providing alterna-
tive suggestions. It is widely used in asynchronous groupware
systems [15], [16]. However, its applications in synchronous
groupware systems are largely unexplored.

The concepts of virtual user and virtual replica in the model
represent the collective aspect of collaboration. An individual
user’s operation will be applied to the virtual replica only when
it commits, i.e., it has been executed at all participating replicas.
At this time, it can be considered as executed (accepted) by
the group, i.e., the virtual user. The introduction of these
two concepts has an important implication for group intention
preservation [10].

C. Metanegotiation and Semantic Negotiation

In addition to the above browsing, editing, tailoring, and
annotating actions, we introduce two extra categories of actions,
i.e., metanegotiation and semantic negotiation. Metanegotiation
is necessary for a user to have the right to activate browsing, tai-
loring, editing, and annotating functions. Semantic negotiation
is about the content of the document under editing.

1) Metanegotiation: Metanegotiation can be system deter-
mined or user centered. Access control is an example of system-
determined metanegotiation. Whether a user has the right to
access a data item is predetermined by system administrators
or its owner. The metanegotiation functions are defined and
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implemented in advance, and can be configured. Negotiability
is a user-centered metanegotiation mechanism that supports the
regulation of conflicts between an activator (who is to activate a
function) and a user affected by offering a technical channel of
communication and by allowing the affected user to intervene
against the decision of the activator [17].

Metanegotiation can be implicit or explicit. With respect to
explicit metanegotiation, before activating a nonmetanegotia-
tion function (e.g., editing), users need to explicitly activate
its corresponding metanegotiation function (e.g., requesting a
lock). Many systems avoid the requesting overhead placed on
human users by introducing implicit metanegotiation mech-
anisms, i.e., as soon as users activate a nonmetanegotiation
function, the system will automatically generate a request or
invoke a testing function to check their access rights or to pro-
vide a negotiation support. We advocate a design principle that
wherever system-predetermined metanegotiation mechanisms
are appropriate, an implicit mechanism should be integrated,
and explicit mechanisms are necessary only when user-centered
metanegotiation mechanisms are implemented.

2) Semantic Negotiation: Semantic negotiation is an act of
message exchanges by (various combinations of) user actions
in order to reach some agreements on the data items among
users. For example, a user may edit or annotate the data items
such that their intention is known to the other participants (the
process of asking for permission to do this is metanegotiation).
Negotiation about the data items may happen as users browse,
modify, or annotate them.

3) Negotiation About the Mechanisms of Semantic Negotia-
tion and Metanegotiation: A groupware system may be used
by different groups of users to support various tasks with dy-
namically changing requirements. There is no one mechanism
or policy that will suffice for all groups in all situations [18].
Therefore, the mechanisms of metanegotiation and semantic
negotiation should be configurable based on the needs of
the users.

D. Comparison and Implication

Dewan et al. claim that generalized single-user editing can
model a variety of contemporary interactive applications, and
that the design space of collaboration can be characterized by
using the notion of generalized multiuser editing [19]. However,
in contrast to our concern with the characteristics of individual
users’ actions, the model of Dewan et al. focuses on the
design considerations of collaboration functions, which include
coupling, concurrency control, access control, and multiuser
undo. There are other models that focus on other aspects of
system functionality [20], [21].

Our model has two major implications. First, it can be used
as a task analysis framework for usability evaluation of group
editors. By specifying the user actions with a set of lower level
operations, we can assess the support of various communication
and collaboration mechanisms for collaborative editing activi-
ties [22]. Further work on this aspect is necessary but beyond
the scope of this paper. Second, the concepts of metanegotiation
and semantic negotiation lead to the differentiation of conflict

Fig. 2. Taxonomy of consistency-maintenance mechanisms.

prevention and conflict control, which is our major concern and
will be addressed in the next section.

III. TAXONOMY OF CONSISTENCY-MAINTENANCE

MECHANISMS IN GROUPWARE SYSTEMS

A. Analytical Framework

Metanegotiation and semantic negotiation are two categories
of actions that are group oriented. Consistency can be main-
tained by properly supporting them.

Concurrency control is generally used to prevent inconsis-
tent concurrent updates in database and distributed systems
[23], [24]. It focuses on conflict prevention instead of conflict
control. Being related to the coordination of users’ access to
the data or the functionality of the application in the course
of cooperative working, metanegotiation can be supported by
access control and concurrency control mechanisms.

Since conflict-prevention approaches are inherently restric-
tive, some cooperative editing systems dispense with concur-
rence control altogether [14], [25]. These systems rely upon
social protocols and users’ awareness of others’ actions to pre-
vent conflicts. However, empirical evidence shows that conflicts
are inevitable in the absence of conflict prevention [26]. There-
fore, supporting mechanisms are needed to help users resolve
them. Conflict regulation, conflict resolution, conflict control,
and conflict management have been widely used to mean
consistency maintenance in groupware literature, particularly
those on asynchronous groupware systems. We confine them to
mechanisms supporting human users in resolving conflicts due
to concurrent activation of some functions of an application by
different users, or due to alternative intentions of multiple users
to act upon the same part of data.

The above discussion leads to our first dichotomy for the
classification of consistency-maintenance mechanisms, i.e.,
conflict prevention and conflict control. By emphasizing the in-
volvement of human users, we introduce the second dichotomy,
i.e., user’s involvement in or detachment from the process of
conflict prevention or conflict control. Therefore, we can clas-
sify consistency-maintenance mechanisms into four categories,
as illustrated in Fig. 2.
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1) Rule-Based Automatic Conflict Prevention: With rule-
based automatic-conflict-prevention approaches, whether a user
is allowed to act is determined by a set of rules implemented
in the system. Access to a data item is a result of negotiation
between the user and the system. Only one user at a time is able
to update it such that no conflict will occur. Access control is a
well-known example. Other examples are as follows.

Locking: Locking is a widely used concurrency control
approach in both database systems and cooperative applica-
tions [23], [27], [28]. Conflicts can be prevented by locking,
but locking is undesirable in collaborative editing because it
interrupts users in their work and causes unnecessary overhead.
The overhead of requesting locks will increase response time in
distributed environments.

Transaction by locking: Transactions have been used in
non-real-time groupware systems, such as CES [29], [30] and
Quilt [31], [32]. For real-time groupware systems, it will incur
a cost to response time. The COAST system fully replicates
all the objects that are part of a shared document, and supports
transactions with ACID properties [33]. Generally long trans-
actions are not well suited to interactive use, because changes
made during a transaction are not visible to other users until the
transaction commits [1].

2) Conflict Prevention by User-Centered Metanegotiation:
With the conflict prevention by user-centered metanegotiation
approaches, there is no more than one user editing a shared
data item at any time, and access to the data item is a result
of negotiation among participants. The central point of user-
centered metanegotiation is how the process of negotiation is
supported. Some researchers focused on the kind of commu-
nication channels built up to support the negotiation and the
messages transmitted via them, which may be structured, semi-
structured, and unstructured [34], [35]. The simplest example
is negotiable turn-taking where a user needs to negotiate with
the coordinator or current token holder to obtain the access
right. This approach may overly inhibit the free and natural
flow of information among participants [3]. However, it is
suitable for and widely used in audio and video conferencing
systems. Another example is the aforementioned negotiability
approach.

3) Rule-Based Automatic Conflict Resolution: With rule-
based automatic conflict-resolution approaches, users are al-
lowed to edit the shared data freely, and any conflict will be
automatically resolved by the system based on prespecified
rules. This category of approaches is rather popular in real-time
group editors.

Ordering approaches: These approaches guarantee that
all operations are executed in the same global order at all
participating sites. It can be pessimistic serialization, where the
global order is imposed by a central server, and an operation is
executed only after it is sent to and received from the server
rather than when it is issued [13]. It can also be optimistic
serialization where the global order is enforced by using logical
clocks (time stamps) and an operation is immediately executed
at the local site despite that it may be undone and reexecuted
in a correct order if there exist concurrent operations [36].
GroupDesign [37] and LICRA [38] implemented this mech-
anism. If the concurrent operations are commutable, undoing

and redoing the out-of-order operations are not necessary [39].
Some systems such as DECAF simply roll back the execution
effect of one of the two concurrent operations [40].

Operational-transformation approach: Ellis and Gibbs
pioneered this approach in their Grove real-time text editor [3].
In Grove, local operations are executed immediately as they
are. When an operation is received from a remote site, the local
editor needs to check whether there are concurrent operations
executed, if so, the operation needs to be transformed (or
compensated) such that the requestor’s original intention is
preserved. Major enhancements to the original work in this area
include the CCU formalism [41], the Jupiter system [42], the
adOPTed algorithm [43], the SOCT algorithms [44], [45], the
REDUCE system [6], the GOTO algorithm [7], the landmark-
based approach [46], and the POLO system [47].

Merge-matrix-based approach: This mechanism is imple-
mented in SYNC [48]. A merge matrix consists of rows and
columns labeled by the operations (methods) for an object
(class). The merge matrix entry identified by a particular row
operation and column operation determines the action the sys-
tem will take, e.g., accepting one operation or the other.

The rule-based automatic conflict-resolution approaches
have the potential problem of intention violation, i.e., only one
user’s intention is preserved when multiple users’ operations
concurrently target the same data item.

4) Conflict Control by Negotiation: Automatic conflict res-
olution has the advantage of being efficient. Nevertheless, it is
generally not feasible for the system to have the knowledge
to properly resolve conflicts among users. Conflicts are best
resolved by cooperative users, with the system providing ap-
propriate negotiation support mechanisms. We discuss them in
the following section.

B. Major Stages of a Negotiation Process

There are too many parameters that can affect the process
of conflict resolution. Here, we present different mechanisms of
negotiation support in terms of their roles at different stages of
a negotiation process, i.e., from conflict notification, mediation
support, coordination support, to final decision support. A
negotiation support system may employ a combination of these
mechanisms.

1) Conflict Notification and Visualization: Supporting re-
sponsiveness, lazy (optimistic) consistency approaches contain
inherent race conditions. So the first thing a system can do is
to detect them after they occur and make the users aware of
them. These are the basic functionalities of conflict awareness
mechanisms, which differ in what to report to and how to notify
the involved users.

Temporal conflict and simple notification: Stefik et al. use
time stamps of operations to detect conflicts, which are then
resolved manually [14]. The conflict is defined at time stamp
level without operation semantics being taken into account. For
a simple notification, a message (e.g., contained in a popup
window) can be delivered on the screens of the involved users,
which describes the place of the conflict in the document.
The drawback is that the users have to locate the conflict and
identify its nature.
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Syntactic or semantic conflict and conflict visualization:
If the system can use operation semantics to identify the nature
of conflicts and present them visually, the involved users can
then focus on how to resolve them. The diffing approaches
have been widely used in asynchronous document merging
[49]. With interactive diffing, the system can point out the
differences between two versions of a document and ask the
user to make decisions. The PREP system’s flexible diff can
visually report conflicts in various granularities such that users
can detect the conflicts without being distracted from more
appropriate tasks [50]. Any system supporting negotiation must
support some conflict notification and/or visualization mecha-
nism. For example, the real-time graphics editors supporting
multiversioning such as Tivoli, GRACE, and POLO visualize
conflicts in multiple versions [51]–[53].

2) Mediation Support: Upon being aware of the conflict,
the involved users will begin a negotiation process to resolve
it. Negotiation can be mediated in different ways in terms
of communication channels and the organization of messages.
However, we will focus only on the visible referential artifacts
of the negotiation process, which are shared by the involved
users. A referential artifact could be the base document or any
annotation to it. With the former, the users may be allowed
to either edit the document during the process of negotiation
or browse it first and then update it only when they reach a
consensus via invisible channels (e.g., voice). With the latter,
the content of the referential artifact could be either a new
version or simply some comments on the base document. We
categorize three alternative mechanisms of mediation support
as follows:

Commenting annotation: Annotation is widely used in
asynchronous group work. For example, PREP [54] and Quilt
[32] are well-known research prototypes supporting annotation.
Virtually, all commercial document-processing packages, such
as Microsoft Word and Lotus Notes, support some form of
annotation. Recently, there has been much research on web
annotation for supporting group work [15]. In many real-time
groupware systems, the commenting-annotation mechanism is
implemented as a voice channel.

Intrusive negotiation: When discussing about the conflict,
coauthors sometimes can directly modify the document. The
drawback of such an intrusive approach is that it may make
the document become messy due to the unpredictable nature
of negotiation dynamics. There are some real-time group ed-
itors supporting intrusive negotiation by embedding multiple
versions of the same object in conflict into the document, such
as Tivoli [51] and GRACE [52]. The versions created are mixed
up with other objects in the base document. Its positive aspect
is all individuals’ intentions are visualized, thus facilitating the
negotiation process. However, the embedded versions change
the context of the object in conflict. This may confuse the users.

Alternating annotation: If multiple writers disagree with
each other on a particular chunk of the document, each of
them can propose their own version but none of them will
be included into the final document before a consensus is
reached. They can discuss about the appropriateness of different
versions by temporally replacing the original version with a
new version. Each user can edit their own version while the

negotiation is in progress. Therefore, the document is annotated
with versions rather than embedded with them. The Quilt
system supports both commenting annotation and alternating
(called revision) annotation in an asynchronous way [32]. With
respect to real-time group editors, POLO implements such a
mechanism [10], [53].

3) Coordination Support: Concurrency control is used to
prevent potential conflicts. With unconstrained and responsive
editing, if conflicts occur, coordination mechanisms may be
needed to control them such that they do not become un-
manageable. Therefore, concurrency control (or coordination
support for conflict prevention) and coordination support for
negotiation are rather similar. They differ in that the former
prevents any conflict from occurring before users make any
change to the data, whereas the latter prevents any further
conflict from occurring or controls the complexity of further
conflicts after the users have been involved in conflicts.

Unconstrained multiversioning: Multiversioning mecha-
nisms provide basic coordination that guarantees a convergent
document state for all users and preserves all individuals’ in-
tentions [9], [51], [52]. They can be considered as extensions of
conventional version-control mechanisms in real-time and mul-
tireplica environments. The Tivoli system’s versioning model
extends the basic checkout/checkin model, which has been
implemented in tools like Source Code Control System (SCCS)
[55] and Revision Control System (RCS) [56]. In both models,
once a version is created, it becomes immutable, that is to say, it
cannot be modified. They differ in several ways. The granularity
of versioning is at the level of object contained in a document
(file) in Tivoli’s model, but at file level in the checkout/checkin
model. All latest versions are available to all participants in
Tivoli, whereas each user has an exclusive one in RCS or SCCS.
SCCS and RCS use file locking to control concurrent updates to
files. Locking is not necessary with Tivoli. In Tivoli, whenever
a user modifies a version, the old version available to her is
deleted, which may be available to others until the modification
operation is synchronized globally. This means that other users
may concurrently target the same version. In contrast, all the
versions created persist in SCCS and RCS.

Similarly, the approaches of GRACE and POLO can be seen
as extensions of the copy–modify–merge model of the Sun
Network Software Environment (NSE) tempered with an auto-
matic merging support [57]. NSE supports concurrent access to
the same data object. It combines the checkout/checkin model
with the classical optimistic concurrency control approach [58].
Unlike checkout/checkin model, NSE provides some assistance
to users in merging different versions of the same data item.
Both GRACE and POLO provide synchronous and automatic
merging of the effects of concurrent modifications. If all modi-
fications are reconcilable, then no new versions will be created.
Only when they are not, new versions will be created.

Postlocking: Postlocking is a class of mechanisms pro-
posed in POLO for coordinating users in resolving the conflicts,
which result from unconstrained accesses to shared data [4],
[53]. Only when a conflict occurs will the system automati-
cally lock the object in conflict. It is different from the pre-
viously mentioned conflict-prevention locking, which we call
prelocking. Postlocking can be made dynamic or negotiable.
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For example, if there are two users involved in the conflict,
the system may first give the right of modifying the object to
one of the users. Later on, the two users may negotiate with
each other on the access right to the object. If the multiversion
approach is employed, users may transfer lock ownerships
on different versions dynamically such that group discussion
and negotiation are smoothly facilitated. Therefore, postlocking
opens up a new research direction for applying the conventional
conflict-prevention mechanisms in a new context.

4) Decision Support: We restrict decision support to mean
activities involved in the final step of negotiation, when several
alternatives for the resolution of the conflict may have been
proposed for a final decision after rounds of discussion and
negotiation. A user may represent the group to resolve the
conflict, or to realize the agreed-upon group intention. For ex-
ample, in NSE, users are allowed to simultaneously access their
respective private copies of the same object. Before making
their copies visible to others, they have to reconcile the changes
they made with the changes that other users have concurrently
made on the same object [57]. The NSE is an asynchronous
groupware system. Another example, GINA can support syn-
chronous group editing. When conflicts occur, it provides a
selective undo/redo mechanism for one of the involved users
to resolve the conflicts [59].

The final decision may also be made by participatory deci-
sion or voting as is in POLO.

To end this section, it is worth mentioning Coda, which
is an optimistically replicated file system [60]. Conflicts can
arise if replicas of an object are modified simultaneously in
different network partitions. Generally, Coda uses application-
specific knowledge for automatic conflict resolution. Only if
resolution fails does the user have to resort to manual repair.
No negotiation is supported in the system.

C. Comparison and Implication

Many reviews on consistency-maintenance mechanisms sim-
ply gave a list of some of the mechanisms with their respective
characteristics, but without pointing out the relationships be-
tween them [1], [3], [6], [24], [39]. Greenberg and Marwood
provided a taxonomy for various locking and serialization ap-
proaches [27]. Wulf classified conflict-regulation mechanisms
for asynchronous groupware systems [8]. Sun and Ellis system-
atically analyzed existing operational-transformation schemes
[7]. Bhola and Ahamad presented a taxonomy for a set of
ordering mechanisms [13].

We systematically classify consistency-maintenance mecha-
nisms in terms of the conceptual model presented in the previ-
ous section. Therefore, our taxonomy is more comprehensive.

Our taxonomy reveals a new category of consistency-
maintenance mechanisms, i.e., conflict control by negotiation,
which is yet largely unexplored. We focus on analyzing this
category and illustrate that the traditional conflict-prevention
mechanisms can be innovatively employed in various stages
of the negotiation (or conflict resolution) process in a real-
time environment. Multiversioning and postlocking are typical
examples. Designing an appropriate interface for each stage of
the negotiation process will be a major challenge.

IV. USER-CENTERED CONSISTENCY MODEL

The shift from conflict prevention to conflict control neces-
sitates the involvement of human users in the process of con-
sistency maintenance. Therefore, it is necessary to investigate
how users perceive consistency and how groupware systems
can support the users in realizing their expectation. This calls
for a new user-centered consistency model [61]. First, we need
to differentiate between externalized consistency and emergent
consistency. The former is enforced statically by the system,
and the latter is agreed upon dynamically among the users.

A. Externalized Consistency and Emergent Consistency

In database systems, consistency is enforced by access con-
trol, concurrency control, and integrity-constraint mechanisms.
In groupware systems, these mechanisms are generally either
too restrictive or inflexible, although they are also useful. For
example, in the previous section, we have mentioned that con-
flict control is more flexible than conflict prevention in group-
ware systems. Moreover, not all constraints can be formalized
in advance in multiuser environments. In some circumstances,
consistency is emergent, i.e., it is contingent on the negotiation
process involving multiple users.

The designers of groupware systems must anticipate the
mutually acceptable perspectives (intersubjectivity) of multiple
users, which can be predefined in the systems. This static inter-
subjectivity reflects only a rather limited aspect of consistency.
A dynamic version of intersubjectivity can emerge only after
a negotiation process during the real application of group-
ware systems. Therefore, we need to discuss the two aspects
of consistency below, namely, externalized consistency (or
a priori consistency) and emergent consistency (or a posteriori
consistency).

1) Externalized Dimension of Consistency: In a replicated
environment, since each user can concurrently view and modify
their respective copy of the document under editing, final doc-
uments would not be identical among participating sites if no
proper collaboration mechanisms are provided. It is generally
required that copies of the shared document be identical at all
sites at quiescence, i.e., all operations generated by the users
have been executed at all sites [3]. This consistency criterion
is called a convergence property [3], [6]. In most systems,
operations are required to execute in their causal order at all
sites. This is the causality-preservation property presented in
the consistency model of Sun et al. [6]. These two proper-
ties can be enforced by the systems automatically. In some
collaborative applications, the property of What You See Is
What I See (WYSIWIS) is necessary. View synchronization
is important when multiple users are involved in a real-time
discussion and negotiation process. Unfortunately, it is not easy
or even feasible to provide such support in a distributed wide-
area network environment with nonnegligible communication
latency.

The convergence property reflects the relationships among
multiple replicas of the same document. It is about intercopy
consistency. Besides this, the data of each copy may be required
to be consistent (intracopy consistency) in various linguistic
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levels in many applications. For example, a multiuser software
development environment may support multiple programming
languages; it can be configured such that it provides a check
of the correctness of user inputs in terms of lexical constructs
of a language. This is the issue of lexical consistency. A
programming language can be defined by describing what
its program looks like (the syntax of the language) and
what its programs mean (the semantics of the language). A
correct program must satisfy the syntax specified, i.e., syntactic
consistency must be maintained. Similarly, a document may be
required to be formatted and organized in a specific way, i.e.,
structural consistency property must be maintained.

Externalized consistency can be enforced automatically by
the system through either fixed implementation or run-time
configuration. Although an intelligent system may be able to
capture some part of the emergent consistency, conceptually, it
becomes externalized.

2) Emergent Dimension of Consistency: The extent of ex-
ternalization of group perspectives on consistency is rather
limited in the sense that it reflects only a part of the rich
connotation of subjective consistency. For example, document
semantics is generally difficult to specify in natural language
environments. Consistency is not only application and user
dependent, but also context dependent, where multiple users
are involved in a situated conversation process. It is generally
not possible for the system alone to automatically maintain the
consistency required by human users. Nevertheless, emergent
consistency must be consistent with externalized consistency in
a given system.

A correctly spelled English word may not be suitable for a
particular semantic context. Coauthors can negotiate with each
other to find a proper synonym. This is a simple example of
emergent consistency.

Suppose a shared document contains the sentence:
A: “John forgot lock the door.”
There is an English grammar error in it, which may be

detected by a well-designed system. However, the best thing the
system can do is to notify the users and present the following
two alternatives:

B: “John forgot to lock the door.”
C: “John forgot locking the door.”
Both B and C are syntactically correct but with different

meanings. The involved users need to discuss about which one
is appropriate for the semantic context. This is an example of
emergent semantic consistency.

Generally, a system does not have sufficient knowledge of
what consensus the users are to reach in advance; hence, the
maintenance of emergent consistency can only be supported
rather than enforced by groupware systems.

From the above discussion, we can conclude that users are
the final judges of consistency. Consistency is an agreement
among the involved users. If it is agreed upon in advance, then
it is externalized consistency, otherwise, emergent consistency.

B. Analytical Framework for Intentions

Consistency embodies in the document state that the users
consider satisfying some correctness criteria. A document state

is the result of applying a series of operations. An operation is-
sued by a user reflects their perspective on the current document
state and their intention to change it to a new state. In groupware
systems, since the context may be changed by concurrent
operations issued by other users, the result of the execution of
the original operation on the new context may not be the user’s
original intention. Therefore, intention preservation becomes
an important issue of consistency maintenance in collaboration
systems [6], [7].

Most of the earlier prototypes of group editors employ
various locking techniques as consistency-maintenance mech-
anisms, which are similar to the database transaction approach;
thus, no intention-preservation problem needs to be consid-
ered. For systems without conflict-prevention support, intention
violation may occur. In real-time group editors, a particular
intention-violation problem was first tackled by the operational-
transformation approach implemented in Grove [3]. There have
been many publications devoted to operational transformation
since then [6], [7], [41]–[47]. However, the nature and sig-
nificance of intention preservation have not yet been fully
investigated.

Considering that some consistent states of the document may
not satisfy all of the involved users, i.e., the perspectives of
individual users and the group on consistency are different,
we differentiate group intention from individual intention. An
individual user’s intention is usually represented by one or more
operations generated by the user (we will use user’s inten-
tion and intention of an operation interchangeably). Therefore,
individuals’ intentions are a set of intentions of operations
generated by a group of individual users. The intention of one
user may conflict with some other users’ intentions. A group in-
tention represents the one that is agreed upon among the group
either a priori (externalized group intention) or a posteriori
(emergent group intention). In other words, a group intention
is the one resulting from merging individuals’ intentions via
a synergistic coordination or negotiation process among the
involved users. Before looking at the synergistic dimension, we
first investigate the characteristics of individual intentions.

Individual intentions can be categorized according to the user
actions discussed in the conceptual model of real-time group-
ware systems. Therefore, we have editing intention, annotating
intention, and negotiating intention, etc. Here, we focus on the
analysis of editing intention.

1) Contextual Dimension of Intention: Whenever a user is
to issue an action, they must have been aware of the current
context or document state, and a decision or intention is in
their mind. Therefore, individual users’ intentions are generally
context dependent or context sensitive. Any context-sensitive
intention must be executed on its original context (called
generation context) or compensated (transformed) such that
it can be executed on a new context; otherwise, an intention
violation may occur. In fact, the pessimistic locking approach
implemented in collaborative editors assumes that any intention
is absolutely context sensitive, and concurrent modifications
of the same part of a document are not allowed. However,
the scope of a context is generally rather limited. Modifica-
tions beyond this scope may not be interrelated with it. The
granularity of context, for example, paragraph or section in
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a text document, is an important issue in the specification of
consistency-maintenance policies.

2) Connotative Dimension of Intention: In database sys-
tems, any user or application can only see the consistent states
of data, i.e., a database can only move from one consistent
state to another from the viewpoint of users or applications.
Nevertheless, during the editing process, users are allowed to
see inconsistent states of the document in collaborative systems.
They may perform some actions on the document to make
it consistent, while inconsistency may persist for some time
during the editing process. In other words, whenever issued, an
action is connoted with rich indirect intentions of its issuer, in
addition to its direct intention.

For example (consider the example in Section IV-A), a user
may issue an operation O1 to insert “to” at the position between
“forgot” and “lock,” thus changing sentence A to B. The
system can mechanically interpret a user’s explicit intention
reflected in the operation. However, it does not comprehend
their implicit syntactic intention (e.g., correcting a syntactic
error) and semantic intentions (e.g., the meaning of sentence
B instead of C) connoted with the operation.

Connotative dimension of intention is important when users
need to explicitly negotiate about the document content to
which an operation has been applied. Neglecting such a factor
may cause intention violation. An extra communication channel
(such as a voice channel) may be necessary for communicating
the implicit syntactic and semantic intentions.

3) Relational Dimension of Intentions: An operation is de-
fined on a particular context, which is the result of executing
multiple operations and may be concurrently modified by other
operations. Therefore, the discussion of contextuality always
resorts to the relationships of operations. Two operations may
have multiple relationships in terms of their execution (or gen-
eration) order, the objects or attributes that they are generated
to target, and some mathematical properties.

Temporally and intentionally dependent relations: If op-
eration O1 is causally preceding operation O2, O2 is said to be
temporally dependent on O1. However, temporal dependence
may not necessarily mean intentional dependence. For example,
if O1 is not in the scope of O2’s generation context, O2 is inten-
tionally independent of O1. Therefore, given two operations, if
one is temporally dependent on but intentionally independent
of another, they can be executed in any order, i.e., they are
commutative. In this case, it is not necessary to maintain
the causality-preservation property. In other words, causality
preservation can be removed from the externalized consistency.
However, this case is too special. It is hardly possible for the
system to know all the relationships automatically. However,
operations targeting semantically related data may be controlled
by integrity constraints specified in advance.

Transactional relation: The above dependent relations
are related to operations generated by different users. A user
may issue a group of interdependent operations like those
contained in a transaction in database systems. Other users
may be allowed to read the intermediate execution results but
not to issue any operation on the same objects targeted by
those operations, such that the user’s intention is not interfered
with. The maintenance of atomicity of intention consisting

of multiple subintentions, which we call transactional inten-
tion, is an important issue in real-time collaborative editing
systems [62].

Semantically compatible and conflict relations: If two op-
erations target syntactically and semantically unrelated regions
of a document, they are said to be semantically compatible,
otherwise, they are semantically conflicting. For example, two
operations targeting the same object and changing the same
attribute to different values are semantically conflicting with
each other. It is application and user dependent whether two
operations targeting the same region or object of a document are
conflicting or compatible. Semantic relationships are important
in configuring the consistency-maintenance policies.

Intentionally compatible and conflict relations: Any two
operations that are both concurrent and semantically conflicting
are said to be intentionally conflicting. Otherwise, they may be
intentionally compatible. Obviously, if intentionally conflicting
operations are applied to the document together, intention vio-
lations will occur, whereas intentionally compatible operations
can be applied to the document without interfering with each
other [5], [9].

4) Synergistic Dimension of Intention: Similar to consis-
tency, a group intention can also be classified into either ex-
ternalized group intention or emergent group intention.

Externalized dimension of group intention: It would be
tedious for users to negotiate with others about every intention.
Only when the users feel that it is necessary to have a discussion
or when the system automatically detects that there is a (poten-
tial) conflict, should the users be brought together to participate
in a negotiation process. An individual intention committed
without negotiation is in fact an externalized group intention,
which had been agreed upon even before the users started edit-
ing the document, i.e., an operation that does not intentionally
conflict with other operations can be applied to the document
directly without negotiation by default. An externalized group
intention can be an individual intention or a combination of
multiple individual intentions based on predefined rules. All
involved users must be aware of these rules. If they disagree
with each other on them, the system must be reconfigured to
adapt to the new consensus.

Since a group intention generally involves multiple indi-
vidual intentions, it can be embodied in the aforementioned
relational dimension of intentions. Particularly, compatible and
conflict relationships of operations are important aspects of ex-
ternalized group intention. They can be defined in various ways
depending on the shared perspectives of users. For example,
two operations targeting the same paragraph may be defined
as conflicting, and explicit negotiation for a group intention is
necessary. They may also be treated as compatible, and a group
intention is reached automatically via a proper transformation
of them [3].

Emergent dimension of group intention: Operations tar-
geting completely different parts of a document are in fact
not synergistic, although all contribute to the formation of the
document. Only when they target the same part or semantically
related parts, synergy may happen. It is generally not feasible
for the system to know the negotiation result, i.e., emergent
group intention, in advance.
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Consider again the example presented in Section IV-A. As-
sume user i issues an operation O1 to insert “to” at the position
between “forgot” and “lock,” thus changing sentence A to B.
User j concurrently issues an operation O2 to insert “ing” at
the ending position of “lock,” thus changing A to C.

The existing operational-transformation schemes (in fact,
externalized rules for group intention) can preserve the direct
intentions of the two operations such that the final document
contains sentence D.

D: “John forgot to locking the door.”
Apparently, this result is still grammatically incorrect, al-

though both B and C are grammatically correct. Neither of
the users’ connotative intentions as in sentences B and C is
preserved. In addition, the meanings of sentences B and C
are different. It is not possible for the system to accommodate
semantically conflicting intentions into one correct sentence.

From this example, we see that an externalized prespecified
rule for group intention should be adaptable to various situa-
tions. The rule should be specified such that two operations
targeting the same sentence or paragraph are conflicting with
each other. A specification language may be required to specify
application-specific conflict-resolution rules as is in Coda [60].
However, the only way to preserve the above connotative in-
tentions of the users is by annotation or multiversioning. After
negotiation, both of the users may agree on one of the versions,
i.e., either sentence B or C.

For more complicated cases, users may negotiate with each
other over multiple rounds by modifying their respective ver-
sions and merging them such that a group intention will even-
tually emerge.

In summary, a system needs to preserve various individual
intentions, externalized group intentions, and emergent group
intentions. It maintains the externalized consistency and pre-
serves externalized group intentions automatically without the
involvement of cooperating users.

C. Comparison and Implication

1) Comparison to Related Work on the Consistency Model:
Consistency maintenance is a well-studied topic in parallel and
distributed systems, mobile systems, conventional database sys-
tems, and groupware systems. Various consistency models have
been proposed. They are primarily system oriented and focus
on objective and static aspects of consistency without taking
into account the involvement of human users. For example, in
distributed shared memory systems, a consistency model is es-
sentially a contract between the software and the memory. If the
software agrees to obey certain rules, the memory promises to
work correctly. If the software violates these rules, the correct-
ness of memory operations is no longer guaranteed [63]. Many
consistency models trade consistency for better performance
or ease of programming [64]. A parallel view on consistency
in groupware systems has been proposed by Dourish [65]. He
introduced the notion of consistency guarantees as a technique
to increase the effectiveness of the explicit semantics approach.
Consistency guarantees regard various locks as guarantees of
some level of achievable consistency, i.e., if a client promises to
follow the restrictive rules determined by the server, it receives

some guarantee of future consistency. In other words, consis-
tency is a contract between the client and the server. However,
a client can break a promise, in which case, the server is no
longer held to its guarantee. This has a significant implication
for the design of a groupware toolkit to provide support for
opportunistic working styles.

We address consistency from the point of view of multiuser
interaction and argue that consistency is an agreement (or
intersubjectivity) among human users in groupware systems.
Such a user-centered interpretation results in the introduction
and differentiation of externalized consistency and emergent
consistency. The latter catches the fundamental characteristic
of collaborative work, where human users’ situated intentions
and negotiation play a major role.

Many group-editing research prototypes are based on exist-
ing models available from distributed and database systems.
For example, those systems implementing transaction (based
on locking mechanisms) are based on the serializable model
from database systems, which reduces the consistency problem
to that of testing for serializable schedules [24], [27]. The
serialization approach implemented in GroupDesign [37] and
LICRA [38] is based on the sequential consistency model
from distributed shared memory systems, which guarantees that
operations are executed in a global order at all participating
sites [64]. Generally, they are either too restrictive or unable
to provide support for intention preservation and the situated
negotiation among users.

The only consistency model that takes into account intentions
of users was proposed by Sun et al. [6], [7]. However, it
is still system oriented, and intention preservation is simply
juxtaposed with convergence and causality preservation in the
model. The problem here is that the preservation of multiple
users’ concurrent conflicting intentions may make a document
convergent but semantically inconsistent. For example, the em-
bedded multiple versions (the aforementioned intrusive negoti-
ation) for the preservation of conflicting intentions will interfere
with the other objects in the document, resulting in semantic
inconsistency. In contrast, our model can accommodate the
issues of intention preservation and negotiation support more
systematically.

2) Some Research Issues: Intention preservation plays a
crucial role in supporting the maintenance of consistency. If
users are not informed about each other’s real intentions, they
simply cannot negotiate. Furthermore, facilitation mechanisms
are necessary to support users in obtaining emergent group in-
tentions. Therefore, the focus of consistency-maintenance shifts
from traditional conflict prevention to intention preservation
and negotiation support in unconstrained real-time distributed
collaborative editing environments. This raises new research
issues and calls for new mechanisms.

Preservation of individuals’ intentions: The challenge of
preserving individuals’ intentions arises from the existence of
interference of one intention with another. The preservation
of any one of the contextual, connotative, and transactional
intentions usually resorts to either isolation or compensation
of the interference. Currently, there are two approaches to
the preservation of contextual intention in unconstrained real-
time collaborative editing environments, namely, operational
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transformation and multiversioning [3], [5], [7], [9], [51]. Fur-
ther work is necessary to generalize and specialize the current
approaches. The preservation of transactional and connotative
intentions needs to be investigated as well.

Facilitation of negotiation processes: Some major issues
in supporting negotiation in real-time group editors are as
follows. First, it is necessary to control the complexity caused
by unconstrained concurrent editing. For example, if the mul-
tiversion approach is employed, novel mechanisms such as
postlocking implemented in POLO are necessary to control the
proliferation of versions and facilitate the negotiation process
among multiple users. Second, coordination mechanisms and
multimodal communication modes for negotiation processes
should be investigated. Third, designing a multiuser interface
for negotiation is a challenging issue. Finally, in order to
evaluate the current techniques and guide future research, we
need empirical evidence on how people collaborate to resolve
conflicts in real-time collaborative environments.

Preservation of emergent group intentions: When a group
intention is reached after negotiation, it needs to be incorpo-
rated into the document. Technical mechanisms are necessary
for the representation and preservation of such an emergent
group intention [10].

V. CONCLUSION

The collaboration model of Dewan et al. was intended to
improve the understanding, design, and automation of collab-
orative applications [19]. Our conceptual model of real-time
groupware systems emphasizes user actions or intentions and
the interactions among users (metanegotiation and negotiation).
Based on this model, a systematic analysis of consistency-
maintenance mechanisms in groupware systems has been pro-
vided in terms of the following two distinct shifts of focus: from
conflict prevention to conflict control and from system-based
conflict resolution to user-centered negotiation support. Our
taxonomy reveals a category of consistency-maintenance mech-
anisms, i.e., conflict control by negotiation, which are largely
unexplored in real-time collaborative editing environments. We
have examined the existing techniques and raised new research
issues in the four major stages of a negotiation process.

In contrast to the existing system-centered consistency
model, we have proposed a new user-centered consistency
model that emphasizes the importance of subjective or nego-
tiating aspect of consistency and human user intentions. We
examine the constituent parts of the model, particularly, various
aspects of user intentions in details. Based on the model, a num-
ber of new research issues with respect to intention preservation
in real-time collaborative editing systems are outlined.

In addition to other systems, we have used our POLO pro-
totype to illustrate some techniques for negotiation support and
intention preservation.

To conclude our paper, it is necessary to mention that the
purpose of this paper is to propose models for systematically
and critically examining the existing techniques and identifying
new research issues. It is not the purpose of this paper to eval-
uate the usability of the consistency-maintenance mechanisms.
This nevertheless requires further investigation.
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